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Introduction

With the growing pressures on IT departments to migrate legacy applications to open systems and in-
troduce data warehouses for decision support applications, the need to move data between different
information systems and transform it en route is now a continual and ever growing challenge.

Data Movement and Transformation Issues

Moving data between systems often requires that old data be converted to a new structure, cleaned and
enhanced to adhere to the new system design and constraints. Some data flows involve collating data
from several source systems or delivering data to multiple target systems on a regularly scheduled pro-
cess. This can involve complex scheduling, monitoring, error handling and auditing of interfaces across
many platforms.

Data flows can trigger the movement of massive data volumes in short time frames followed by ongoing
or periodic feeds to target systems in order to reflect changes occurring on the source system. Careful
planning and control over development and runtime environments is key to successfully addressing
these many issues and with growing numbers of connected systems, both within and outside the enter-
prise, it is becoming increasingly difficult to manage.

The Constellar Hub

The Constellar Hub is an interface development and management tool, providing a complete solution
for:

* Data extraction and loading
« Data cleansing and transformation
 Data mapping and transport

« Operational scheduling and interface management

It can create and manage interfaces between source and target systems irrespective of the number of sys-
tems involved, their locations, proprietary formats, data volumes and frequency of transfer. The
Constellar Hub provides the facility to convert, clean, enhance and audit the transfer of data as well as
manage and schedule the flow of data.

This next generation end-to-end data movement solution leverages the power of Oracle7 as a transfor-
mation server and was developed specifically to provide the transformation power and complex
interface management needed within large organizations today. Put simply, instead of generating point-
to-point 3GL programs to carry out extract and transformation on the source system, Constellar
processes data on a centralized hub that sits between source and target systems, thus providing flexibility
and scaleability.
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In this paper we will discuss some of the factors leading to the need for complex interface management
and transformation capabilities and explain how Constellar’s Transformation Hub Architecture ad-
dresses these needs.

Data Movement Challenges

There are many reasons for moving data between systems within an organization. These include mi-
grating from a legacy to new system, populating and refreshing data warehouses or data marts to better
support decision making, and moving data between operational systems such as Human Resources and
Payroll on a regular basis. Combined, these various data flows throughout the organization are called
the Data Intrachange Network.
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Legacy System Migrations

Migrating from a legacy system to a new system often involves moving large volumes of data in a short
period of time in order to minimize disruption to live operations. This can be an extremely difficult and
complex process to manage.

Source data needs to be extracted from old systems that have grown over the years without being fully
documented and are not wholly understood by the majority of IT staff members. Even when the data
source is well understood the source system is often already running at full capacity and the introduc-
tion of complex extraction routines can result in unacceptable performance degradation.

Once the data is extracted, the issues of format, quality and structure must be addressed. Legacy data is
built up over a number of years and needs to be cleaned, de-duplicated and reformatted to conform to
new system design specifications and constraints. Some data may become redundant, some may need to
be calculated, merged or processed while other data may need to be added from an external source or
defaulted to a particular value. Individual records may need to be joined with records from another
source to obtain the information required for the target system.

Large data migrations may take a considerable time to complete and it is important to be able to moni-
tor the progress and detect errors encountered along the way. It is also likely that a migration needs to
be left running unattended, thereby requiring automatic recovery and restart facilities.

Populating and Refreshing Data Warehouses

Initial creation of a data warehouse often involves migrating large volumes of data from multiple sys-
tems and performing complex transformation processing. Once the warehouse is populated an ongoing
stream of data changes must be automatically collected at regular intervals and fed into the data ware-
house in order to keep the information current.

Operational Data Movement

Organizations require data movement between operational systems for a variety of reasons including:
improved local access to data, standby systems in the event of system failure, and managing the coexist-
ence of separate systems that must share data. In each case, the overriding requirement is to propagate
data updates across one or more systems which may contain different data formats and exist on different
platforms. A flexible and scaleable solution for data propagation is required to enable the addition of
new systems and to handle changes in the structure, location and number of systems.

The Constellar Hub’s unique transformation hub architecture means that transformation and interface

management processes can be centrally controlled while leveraging the strengths of being based on a
mission critical engine—the Oracle7 server.
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The Transformation Hub

The Constellar Hub uses a hub-and-spokes architecture, based on Oracle?, to enable the development
and execution of scaleable, manageable and robust data intrachange solutions. The hub acts as a central
repository for source and target system meta data (a logical representation of a system), source and target
interface mappings, business rules, transformation rules, data validation rules, migration configuration,
migration scheduling and more. (See Constellar Hub Architecture for details). A spoke represents a single
interface from a source or target system to the hub.

Figure 2. Much asin a
typical network, the
Constellar Hub applies a
hub-and-spokes
organization to avoid the
complexity of point-to-point
interfaces.

Rather than connecting source and target systems in a point-to-point fashion (as illustrated in Figure 1),
the Transformation Hub connects source and target systems to a hub. This greatly reduces the number
of required interfaces in the data intrachange network and also allows greater flexibility and robustness,
as hubs may be mirrored to allow for fault tolerance, etc.
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Constellar Hub Architecture

The Constellar Hub is made up of several modular components which comprise the Constellar client
and the transformation hub.
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The Client

The Constellar client is used to populate and manipulate the meta data repository. It consists of two
components: the Meta Data Manager and the Data Flow Manager.

Design - the Meta Data Manager

In order to perform a data flow an analyst must have a clear definition of the source and target location,
format and content. This information is termed meta data, ‘data about data’, and is an essential compo-

nent of a Constellar data flow.
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The Meta Data Manager is a Windows client used to create and manipulate meta data related to source
and target systems in six categories:

- Database - a logical representation of any source or target file or database system.

- Entity - a logical representation of tables within a relational database, a data file or set of data groups
or record types within a file.

- Attribute - a logical representation of all data items, columns, fields etc.

- Domain - the datatype, length, format mask or list of valid values or ranges for an associated at-
tribute.

- Transaction - a grouping of source and target entity mappings or relationships.

Interface - a definition of source and target system mappings. It consists of a group of transactions
defining the mapping between source and target entities.

Automatic Meta Data Definition. Constellar includes a facility to automatically define a system’s meta
data by interfacing with Oracle’s online data dictionary, Oracle Designer/2000 and COBOL Copybook
information. It also includes a simple interface that can be adapted for use with any data dictionary or
flat file definition and interfaces with Oracle CASE Exchange to support other CASE tool repositories
such as IEF and SSADM.

Source to Target Data Mapping. Constellar requires a data flow outline in the form of mappings at
database, entity and attribute levels to determine where data comes from and where it is mapped to.

At the database level a mapping defines the relationship between source and target databases. At the
entity level a mapping defines the relationship between entities in the source and target databases. Any
number of entities in the source database can be mapped to any number of target entities. Attribute
mappings are the lowest form of mapping defining the relationship between source and target attributes
within a source and target entity mapping. There are three categories of attribute mapping as follows:

« A simple mapping occurs when a source attribute maps directly to a target attribute with no changes
required.

« A default mapping allows a user to provide a null or hardcoded value for a source to target attribute
mapping.

« A complex mapping allows a user to map one or more source attributes to a target attribute and per-
form functions on the source attribute before, during and after mapping to the target.

Rule-driven data transformation. Once source to target data is mapped the user can define business
rules at each of the transaction, database, entity and attribute levels to perform additional filtering (e.g.
cleansing, joins) and pre- and post-processing. Rules can be specified using a simple language called
Transformation Definition Language (TDL). Additional TDL functions, PL/SQL packages, functions
and procedures can be selected to aid in construction of business rules.
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Once written, all business rules are parsed and generated using a template driven tool which works like a
mail-merge utility substituting data in the Constellar repository for variables in a generic template. In
principle, any kind of (text based) source code can be generated such as C, Cobol and Pro*C. The for-
mat and type of code generated is dependent on the template chosen at generation time. Standard
templates are provided with the Constellar Hub and the user has the option to create and save their
own.

An extract condition can be defined to filter the source data at the time of extraction. The Extract pro-
cess discussed later uses this to determine the source records to be extracted. Collate joins can be
defined between source and target entities enabling SQL joins to be implemented across source and tar-
get data during data transformation.

Monitor - the Data Flow Manager

One or more data flows can be scheduled to run at a particular time or as a result of particular events on
the source and target systems. The Data Flow Manager enables the user to control, monitor and report
on each scheduled data flow.

Powerful Scheduling. The transformation hub acts as a centralized controller supporting complex data
flows between multiple source and target systems. Control over when and under what conditions data
flows should execute is essential to ensure success. A data flow may be required to run on a particular
date, during a specific time period or based on the success or failure of other data flows. The Scheduler
enables the definition of simple and complex schedules by separating each data flow run into a separate
Job.

Figure 4. The hub includes
a flexible scheduling utility
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A job consists of an interface (source to target mapping), the conditions under which the job can start
and the conditions under which the job must stop. Each job is assigned a unique identifier that can be
used as a dependency for starting or stopping other jobs.

A job start or stop condition contains one or both of the following:

« Date and time which can consist of a specific date, specific days in weeks or months, intervals during
a day or range of days or specific days of one or more months. e.g. A job can be scheduled to run be-
tween 01.00 and 03.00 on Sunday of each week.

« Status of other jobs i.e. a job can start or stop when one or more related jobs enter a certain state. e.g.
There is a sequential set of jobs each of which does not start until its predecessor has completed.

A job starts when all of its start conditions are fulfilled and is stopped when any of its stop conditions
are met. When the scheduler runs it creates a log recording the scheduler output such as reports from
data transformations or from other packages.

Data Validation. Constellar provides a facility that validates attributes and associated domains (defined
using the Meta Data Manager) against data from source systems. The meta data items compared in-
clude: attribute type, length, domain allowed values, domain allowed ranges and field masks. As a
validation progresses, any errors found are reported for the source entities being validated.

The data validation facility is one method by which Constellar supports data repair. It can flag problems
with source data which can then be manually or automatically fixed before proceeding with the data
flow. It has the advantage of being available at the early stages of data flow design, thus leaving adequate
time for data to be repaired and providing a clear indication of how complex the task will be. It also
allows the transformation and validation rules to operate on the data.

Run-time Monitoring and Management. Monitoring is an essential aspect of a migration enabling the
user to:

 Trap errors in data mappings and business rules

* Trap errors in incoming source data

* Monitor progress of data flows

Provide data flow performance statistics

Constellar uses alerts to display an immediate message to a user on detection of an abnormal state of a
data flow, e.g. target server not accessible. These alerts are customizable by the user.
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movement process.

In addition to alerts, the Constellar Hub supports two levels of monitoring: Summary and Phase.

Summary level monitoring

» An Error Summary enables the user to view user-defined exceptions, business rule errors and internal
operating system or Oracle errors being generated during a data flow.

» A Process Summary enables the user to view the phases of a data flow that have run and thus deter-
mine the stage of the data movement. These processes are discussed in detail in the next section.

» A Rates Summary enables the user to view the rate at which certain processes are running, e.g. The
rate at which records are being read from a source file and loaded into the Constellar Hub.

Phase level monitoring
 Phase Level Monitoring enables the user to view different information about a data flow depending
on the particular phase being executed.

A log is generated for all jobs enabling a user to view the history of important activities during a data
flow. The log is stored in Oracle tables to allow reporting and auditing to be easily customizable.
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The Server

10

The Constellar Server is split into three components, each of which are responsible for different phases
of a data flow.

Source Interface Transformation Hub Target Interface
Processor Processor

Figure 6. The hub
itself is composed of
three logical

processes.

Source Interface Processor (SIP)

The SIP accesses and reads data from source systems and makes it available to the hub process. It uses
information defined using the Meta Data Manager to determine the location of a file or database and
when dealing with a file how the file should be treated e.g. how records and attributes can be identified.
This process is broken down into two individual components which can be enabled or disabled by the
user depending on whether or not they are required for a specific migration.

Grab. Grab uses a messaging mechanism to enable the transfer of source data files from local or from
remote source systems to Constellar’s dedicated area where the source files can be processed. A message
is actually a file of a known name in a known location on the source system and typically contains a re-
quest to collect one or more files for processing. Grab can optionally send a message back to the source
system informing it of success or failure.

Extract. The role of Extract is to transform physical files and tables into Constellar’s logical objects so
that rules in the hub can be written independently from source data format. Extract reads records from
the source files and tables, and either loads them into the Constellar transient data cache or delivers
them directly to the next migration phase for processing. Extract uses a user defined mapping of source
tables/files to meta data entity/attributes.

A file extract requires the the file structure in terms of file type and instance. A file type describes the
framework of the file, e.g. fixed/variable length records, delimited, how to identify the related entity,
how to read the individual attributes. A file instance identifies the characteristics that qualify the infor-
mation specified for its file type, e.g. if file type is delimited the associated instance will state the
delimiter.
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Constellar can convert between character sets (e.g. EBCDIC and ASCII) and different data types, e.g.
packed numeric, dates etc., into those acceptable by Constellar and Oracle and vice versa. A database
extract accesses the source database either directly or using Oracle gateway technology.

Transformation Hub

The Transformation Hub is the heart of a data flow. It generates the required target data from the speci-
fied source data based on the business rules defined by the Meta Data Manager.

Target Interface Processor (TIP)

The TIP process accesses and writes target records to the target database or file system. It uses informa-
tion defined using the Constellar client to determine the location of a file system or database and when
dealing with a file how the file should be treated e.g. how records and attributes can be identified. This
process is broken down into two individual components which can be enabled or disabled by the user
depending on whether or not they are required for a specific migration.

Export. Export’s role in a migration is to take the target records produced by the transformation hub
process and write them to the target system. The target records may be accessed from the Constellar
transient data cache or passed directly to Export from the transformation hub. The Configuration Man-
ager enables the user to determine the load method of the target records onto the target system. The
load methods available include SQL*Loader, direct SQL insert, update and delete statements and the
Constellar Direct load utility tailored to provide a fast loading mechanism for large volumes of data.
Export can also generate files in various formats.

Send. Send transfers files produced by Export to a local or remote target file system. Send uses a user

defined mapping of target tables/files to meta data entity/attributes defined using the Meta Data Man-
ager.
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